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SRv6 DC Extending Fabric to
Host

FRR - eBPF/Cilium - VPP - Linux Kernel - Container Router — five native SRv6 host
stacks

CLOUD-NATIVE INFRASTRUCTURE / SYSTEMS ENGINEERING

Service Overview

SRv6 TEK Innovations drives native segment routing slicing directly into Linux host containers, eliminating clunky
encapsulation translation gateways by integrating SRv6 uSID natively at the application layer. Multiple host stack
implementations are supported — from leading open-source FRRouting to hardware-accelerated VPP — all speaking
SRv6 uSID F3216 natively with the fabric, enabling true end-to-end segment routing without any gateway translation.

"Why translate at the gateway when the host kernel speaks SRv6 natively? FRRouting, eBPF/Cilium,
VPP, Linux kernel, or containerized router — all five host stack options deliver wire-speed SRv6 uSID
forwarding with full Kubernetes network policy enforcement. Zero encapsulation gateway required."”

Five Native Host SRv6 Stack Options

FRRouting (FRR) — Leading Open-source BGP SRv6 VPN routes per RFC 9252 uSID. Leading production-proven
Solution solution for SRv6 host integration. Native Linux daemon, widely deployed by Tier-1 SPs.
BGP SRv6 L3VPN, SRv6 IS-IS/OSPF, and PCEP support.

eBPF / Cilium CNI — Kubernetes-native eBPF CNI replacing kube-proxy with O(1) BPF map lookups. XDP
Cloud-Native wire-speed (< 1us) SRv6 packet processing at vNIC driver. NetworkPolicy enforcement
L3/L4/L7 via eBPF LSM. Native SRv6 path programming.

VPP (Vector Packet Processing) DPDK-accelerated userspace network stack. Vector packet processing for high-throughput
SRv6 forwarding with deterministic latency. Ideal for NFV/vRouter workloads requiring
line-rate software forwarding.

Linux Kernel (Open Source) Kernel 5.15+ native SRv6 (CONFIG_IPV6_SEG6_™). iproute2 'ip sr' commands. eBPF

CO-RE programs for XDP native/generic/offload modes. Zero additional software required
— open source and universally available.
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Router-in-Container Containerized FRRouting, BIRD, or GoBGP as sidecar/DaemonSet. Micro-segmentation
per pod/namespace. GitOps-managed SRv6 policy via NetBox + Ansible. Ideal for
multi-tenant cloud environments.

Architecture Diagram

SRv6 uSID Fabric — Host: Native Stack Options — eBPF/Cilium - FRR - VPP - Linux Kernel - Container Router

SRv6 uSID Fabric — TOR / Leaf / Spine (Cisco/Juniper/Nokia/Arista/SONIC/FRR/Arrcus)
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Figure 1: SRv6 uSID Native Fabric-to-Host — Five Host Stack Options with F3216 uSID & Cilium CNI

SRv6 uSID F3216 Format

All five host stack implementations use SRv6 uSID F3216 encoding: 16-bit Locator Block + 16-bit Function = 32-bit GIB
supporting 4.2 billion /64 container fabric prefixes per network — making SRv6 natively Kubernetes-scale without address
exhaustion concerns.

Validation Engine

» Active Containerlab GitHub digital twin: multi-host SRv6 fabric with all five host stack options.
* FRR BGP SRv6 VPN route advertisement and withdrawal convergence benchmarking.

» eBPF/XDP throughput: 25 Gbps sustained at < 5% CPU overhead per host.

* Cilium CNI NetworkPolicy throughput, BPF map latency profiling, SRv6 path programming.

» Multi-tenant isolation: 100 concurrent tenant namespaces with SID prefix verification.
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Pricing and Engagement Terms

Pricing Model Base Engineering Fee Scale Factor Modifier
Base + Per-Node $27,500 $50 / Managed Linux Host Node
Dynamic Container-native routing endpoints and eBPF/XDP Or scaled via high-ticket architectural project sprints.
host-kernel optimization layouts SOW available for enterprise multi-cluster.

10 nodes: $27,500 + $500 = $28,000 | 25 nodes: $27,500 + $1,250 = $28,750 | 50 nodes: $27,500 + $2,500 =
$30,000

Download the Architecture PDF to review SOW milestones. | Connect on LinkedIn to begin the scoping

process.
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